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Abstract—Machine-learning-based autotuning is an established
approach for selecting MPI collective algorithms at runtime: can-
didate algorithms are benchmarked across execution configura-
tions, and models are trained to predict the fastest choice for each
configuration. However, existing approaches typically assume that
every candidate algorithm is valid in all configurations and
that the training data accurately reflect each algorithm’s actual
performance. These assumptions often fail in production MPI
implementations: some algorithms carry configuration-dependent
restrictions, invalid requests may silently fall back to other
execution paths, and compositional algorithms invoke nested
collective operations whose performance depends on the very
model being tuned. These issues affect the quality of training
data and hence the efficacy of the learned models. We present
an execution-path- and restriction-aware autotuning framework,
using MPI_Bcast in MPICH as a case study. The framework
trains submodels for the distinct model spaces carved out by
configuration restrictions and stitches the submodels together into
a holistic runtime selection engine. We further use a multistage
training approach. An initial stage measures the algorithms that
do not depend on the Broadcast selection model and generates
an intermediate model. A subsequent stage benchmarks the
compositional algorithms with their internal operations selected
by this intermediate model, and the combined data yield a final
model that can faithfully select compositional algorithms. On the
Polaris system at the Argonne Leadership Computing Facility,
the intermediate model alone improves the performance of smp,
one of the compositional algorithms, by up to 2.28 x, and the final
model achieves speedups of up to 30.71x over default MPICH
and 2.76 x over previous work, ACCLAiM.

Index Terms—MPI, collective communication, Broadcast, au-
totuning, algorithm selection, performance modeling, execution-
path awareness

I. INTRODUCTION

MPI collective communication is widely used in scientific
computing, data analytics, and distributed machine learning.
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At scale, selecting the appropriate collective algorithm is crit-
ical to end-to-end application performance and scalability [1],
[2]. For a given collective operation, the fastest algorithm can
change with message size, communicator size, processes per
node, process placement, and hardware platform. Production
MPI implementations, such as MPICH [3], therefore need to
select an appropriate collective algorithm at run time.

Existing collective-tuning work spans several approaches.
Vadhiyar et al. automatically tune collective operations by
empirically searching over algorithms and segment sizes [4].
Faraj and Yuan combine topology-aware algorithm generation
with empirical tuning to achieve high-performance collective
communication routines customized for specific platforms [5].
Their follow-up work, STAR-MPI, extends this static tuning
to dynamic runtime tuning [6]. PjeSivac-Grbovi¢ et al. learn
decision trees from measured performance data to select col-
lective algorithms [7]. Nuriyev and Lastovetsky derive a run-
time selection method from code-aware analytical performance
models of individual algorithms [8]. Hunold et al. benchmark
the available algorithms and train supervised models to predict
their runtimes [9], [10]. Hunold et al. later shift to online tun-
ing with OMPICollTune, which samples alternative algorithms
during application runs and incrementally refines its algorithm-
selection probabilities from the observed timings [11]. Qi
et al. extend machine-learning-driven autotuning to the non-
uniform all-to-all collective MPI_Alltoallv [12]. Beyond
collectives, Kumar et al. use machine learning to model
the performance of the PIDX parallel I/O library and select
tunable parameters such as aggregator count and aggregation
strategy [13].

Wilkins et al. progressively address the training cost that
renders ML autotuners impractical at scale. FACT combines



domain-informed feature scaling, active learning, and hyper-
parameter tuning to reduce training data collection time by
6.88x [14]. Its following work, ACCLAIM [15], [16], the cur-
rent state of the art and our main baseline, further improves the
benchmarking efficiency by adopting jackknife-variance point
selection, non-power-of-two sampling, a test-set-free conver-
gence criterion, and topology-aware parallel benchmarking,
and is the first ML collective autotuner demonstrated to
accelerate applications on a production supercomputer despite
per-job retraining. However, ACCLAiIM tunes only the top-
level algorithm selection: it treats each algorithm as a black
box, unaware of the internal execution paths of composed
algorithms or the constraints that restrict which selections are
valid — factors we show dominate performance in several
regimes.

As HPC systems become increasingly hybrid, combining
multicore nodes, deep memory hierarchies, and accelerators,
MPI implementations are adding specialized collective algo-
rithms that exploit these architectural features [17]-[19]. Such
algorithms typically carry restrictions on when they can be
applied. For example, the release—gather algorithm in
MPICH is a shared-memory-based algorithm: it can be used
only when all processes reside in a shared-memory domain
and MPICH is configured with the shared-memory module.
Similarly, GPU-specific algorithms can be applied only when
their assumptions about memory location hold.

Prior collective autotuning work generally does not account
for these restrictions. Such approaches assume a uniform
configuration space in which every candidate algorithm is valid
at every point, and they assume that the data collected for an
algorithm represent the runtime performance of that algorithm.
When restrictions are ignored, one of two failures follows: re-
stricted algorithms are excluded from tuning entirely, forfeiting
their performance advantages in the regions where they excel,
or they are benchmarked outside their valid domains, where
a silent fallback attributes another algorithm’s performance to
their name. Both cases produce a suboptimal selection policy.

Hybrid architectures also motivate a class of collective algo-
rithms that are compositional in nature [20], [21]. For example,
the smp algorithm in MPICH decomposes a collective into in-
ternode and intranode steps, each of which invokes a collective
operation on a subcommunicator. Its performance therefore
depends on its nested subcollectives, whose algorithms are
chosen by the selection policy being tuned. A training method
that ignores this circular dependency measures smp under an
arbitrary internal selection, and the resulting model is tuned
against measurements that do not reflect its deployed behavior.
To address these problems, we propose an execution-path-
and restriction-aware autotuning framework. We present the
framework through MPI_Bcast in MPICH, chosen because
it is among the most heavily used collectives on production
systems [22] and its hierarchical smp algorithm exhibits ex-
actly the nested, constrained selection structure our framework
targets. Although we use MPI_Bcast as the case study, the
framework can be adapted to any collective whose algorithms
expose internal execution paths and selection constraints, and

we leave other collectives to future work.

Our approach first collects performance data for the al-
gorithms whose measurements carry no circular dependency
on the policy being tuned, validating the correctness and
execution path of every measurement. Each measurement is
annotated with the restrictions of its algorithm, and these
restrictions carve the configuration space into separate sub-
spaces. A single restriction, for example, divides the space
into two: the configurations that satisfy the restriction and
those that do not. For each subspace, we train a submodel
on the data valid within it. The final selection model is a
composition of these submodels, dispatched at runtime by a
first-step restriction check, so that each configuration is served
by the submodel trained on its subspace. Within its subspace,
each submodel selects the best algorithm among those whose
restrictions are satisfied there.

From this initial dataset, we generate an intermediate selec-
tion model, which we install as the fixed internal policy of the
compositional algorithms. Under this controlled internal se-
lection, we then benchmark the compositional smp algorithm,
obtaining measurements that reflect its tuned behavior. The
validated smp measurements are combined with the initial
dataset to train the final model, which we compare against
default MPICH [3] and ACCLAiIM [15]. We implement the
proposed framework in MPICH and evaluate it on Polaris, an
HPE Apollo 6500 Gen10+ system at the Argonne Leadership
Computing Facility, benchmarking nine blocking intracommu-
nicator Broadcast algorithms across 12 process configurations
of up to 1024 processes and message sizes from 32 bytes to
32 MiB. Controlling the internal selection of the compositional
smp algorithm alone improves its performance by up to 2.28x
at 768 KiB with 1024 processes and PPN=32, indicating that
compositional algorithms must be benchmarked under a tuned
internal policy. The final model achieves speedups of up to
30.71x over the default MPICH selection and 2.76x over
ACCLAIM [15]. The largest gains come from selecting smp
where both baselines choose other algorithms. smp becomes a
candidate at all only once its restrictions and data dependencies
are handled explicitly.

II. BACKGROUND AND MOTIVATION
A. MPICH Architecture for Collective Selection

a) From an MPI call to collective selection: When
an application invokes a collective operation, MPICH does
not immediately execute a communication algorithm. An
MPI_Bcast call, for example, first passes through argument
validation and then enters MPICH’s internal collective layer at
MPIR_Bcast_impl. There, MPICH constructs a collective
signature that identifies the operation and records its param-
eters, along with derived properties such as message size,
communicator size, power-of-two status, and communicator
structure. This signature is the input to the Collective SELec-
tion (CSEL) engine, which selects the algorithm.

b) Modes of algorithm selection: MPICH supports two
selection modes: a direct-algorithm shortcut and automatic
CSEL selection. The direct shortcut is used mainly for



name=bcast-intra-auto

|-— release-gather condition
| ‘-— release-gather

|-— comm_size < 8

| ‘—— binomial
|-— pof2
| |-— msg <= 12 KiB -> binomial
| |-— msg <= 512 KiB -> scatter-RD
| ‘-— any -> scatter-ring
‘-- any
|-— msg <= 12 KiB -> binomial
‘-— any -> scatter-ring
Fig. 1. Simplified structure of the default MPICH bcast-intra-auto

CSEL subtree. scatter—RD abbreviates scatter-recursive-doubling-allgather.

training-data collection and performance diagnosis, whereas
automatic selection is the default in production.

In the direct mode, the user sets an MPICH control variable,
such as MPTR_CVAR_BCAST_INTRA_ALGORITHM for in-
tracommunicator Broadcast, to name a specific algorithm. If
the request is valid, MPICH executes the named algorithm
directly. Otherwise, it either reports an error or falls through
to automatic selection, depending on the configured fallback
behavior.

In the automatic mode, MPICH passes the collective signa-
ture to its collective-selection infrastructure, CSEL [3], which
selects an algorithm according to the call and communicator
properties. MPICH also accepts user-provided JSON CSEL
rules. A tuning system can therefore benchmark Broadcast
algorithms, generate a new selection policy, and deploy it
without modifying the application.

c¢) The CSEL Engine: A CSEL policy is a static
JSON decision tree [3]. A simplified example is shown in
Fig. 1. The top level routes each collective signature to an
operation-specific subtree, and intracommunicator Broadcast
uses name=bcast-intra-auto. Internal nodes test call
properties such as communicator size, message size, power-
of-two status, and communicator structure, and traversal ends
at an algorithm=. .. leaf naming the selected algorithm
and its parameters. An any branch provides a fallback when
no condition matches.

If CSEL selects a compositional algorithm, each of its inter-
nal sub-collectives re-enters CSEL for its own selection. The
performance of a compositional algorithm therefore depends
on these nested CSEL decisions. In direct mode, forcing a
compositional algorithm affects only the top level. Depending
on the user’s fallback setting, its sub-collectives either fail or
resolve through automatic CSEL selection at each sub-step.

B. MPI_Bcast Algorithms

Table I lists the nine blocking intracommunicator
MPI_Bcast algorithms considered in this work. The com-
positional nb algorithm depends on the CSEL policy for
MPI_TIbcast, whereas smp depends on the Broadcast pol-
icy itself. Besides being limited to intranode execution,
release—gather requires MPICH to be built with the CH4
POSIX module.

Initial ML model Intermediate
benchmarking training CSEL Cy
Final ML model Iterative
CSEL Cp training benchmarking

Performance
satisfactory?

Finish

Fig. 2. Restriction- and dependency-aware tuning workflow. Algorithms that
do not depend on the policy under construction yield the intermediate policy
Cr. Compositional algorithms are then benchmarked under C; to produce the
final policy Cp, and the loop repeats if Cr does not perform satisfactorily.

C. Random Forest and Multilayer Perceptron Models

Random Forest (RF) averages the outputs of decision trees
trained on bootstrap samples with random feature subsets. It
captures nonlinear effects and feature interactions with little
preprocessing, but its piecewise-constant predictions cannot
extrapolate beyond the range of the training targets. A Mul-
tilayer Perceptron (MLP) is a feed-forward neural network
whose smooth functional form follows overall trends and
is not restricted to the range of the training targets, at the
cost of greater sensitivity to feature scaling, architecture, and
regularization [27]. Because the two families complement each
other, we train both and keep the more accurate one for each
runtime region.

III. METHODOLOGY
A. Method Overview

A naive tuner assumes that every algorithm is valid every-
where and that each algorithm’s performance can be measured
in isolation. However, neither assumption holds here. Some
algorithms are valid only in part of the configuration space,
such as release-gather, and compositional algorithms
such as smp call other algorithms internally, so their per-
formance depends on the selection policy being tuned. We
address validity with restriction-aware benchmarking. Each
algorithm is benchmarked only where it is valid, and a separate
submodel is trained for each partition of the dataset along
those validity boundaries. Composing these submodels ensures
that no algorithm is ever selected outside its valid region.
The dependency problem is handled by staged benchmarking.
After all algorithms except smp are tuned into an intermediate
selection policy, smp is measured with that policy in place,
so its measurements reflect the algorithms it will actually call
at runtime. Fig. 2 shows the overall design.

B. Notation

Throughout this section, p denotes communicator size, ¢
denotes processes per node (PPN), and m denotes message
size. We write a runtime configuration as = (p, ¢, m) and use
a for a Broadcast algorithm. Measured and predicted execution



TABLE I
MPICH BROADCAST ALGORITHMS CONSIDERED IN THIS STUDY. HORIZONTAL RULES SEPARATE THE NON-COMPOSITIONAL, COMPOSITIONAL, AND
RESTRICTED ALGORITHMS.

Algorithm Method

Description

Direct tree
Direct graph
Scatter—allgather

binomial [1]

circ-graph [23]
scatter-recursive-doubling-
allgather [24], [25]

scatter-ring-allgather Scatter—allgather

Forwards the complete message through a binomial tree.
Exchanges message blocks according to a circulant-graph schedule.
Combines a binomial scatter with a recursive-doubling allgather.

Combines a binomial scatter with a ring allgather.

tree Parameterized tree Supports configurable tree type, branching factor, and blocking mode.

pipelined-tree Parameterized pipeline  Pipelines configurable message chunks through a configurable tree.

nb" [26] Nonblocking Invokes MPI_Ibcast and waits for completion, with the internal algorithm
composition chosen by the Ibcast policy.

smp’ [20] Hierarchical Composes node-root and node-local Broadcast operations whose algorithms
composition are selected through Broadcast CSEL.

Restricted shared
memory

release-gatherT [19]

Uses CH4 POSIX release/gather synchronization and is valid only for
intranode execution.

“Compositional algorithm whose internal collective operations are selected by a CSEL policy.

 Algorithm subject to a configuration-dependent validity restriction.

times are written as T'(z, a) and T'(z, a), respectively. C; de-
notes the intermediate CSEL policy that does not select smp,
and Cr denotes the final CSEL policy used for deployment.

C. Restriction-Aware Tuning

An algorithm is benchmarked, modeled, and selected only
in configurations where it is valid. We enforce this restriction
at every stage of the pipeline.

a) Enforcing restrictions during benchmarking: A
benchmark must fail on any data point that violates its
algorithm’s restrictions, rather than silently returning a mea-
surement. For a directly forced algorithm, we disable top-level
fallback so that a restriction violation returns an error instead
of diverting to another algorithm, while for a compositional
algorithm, we keep fallback enabled so that its nested sub-
collectives are resolved by the installed CSEL policy. In both
cases, we keep a measurement only if the collective counters
confirm that the requested top-level and nested algorithms
actually ran. Every retained measurement therefore reflects the
algorithm it is labeled with.

b) Restrictions and candidate sets: Each restriction acts
as a predicate over the configuration space. The candidate set
of a configuration contains every unrestricted algorithm, plus
every restricted algorithm whose restrictions the configuration
satisfies. Satisfying a restriction therefore enlarges the candi-
date set rather than shrinking it: a single-node shared-memory
configuration admits release—gather in addition to all
unrestricted algorithms, and a hierarchical communicator ad-
ditionally admits smp. Configurations with the same candidate
set form a subspace. For each subspace, we assemble a dataset
containing only the validated measurements of its candidates.

c) Fitting submodels: We fit a separate submodel to
each subspace dataset. Within each subspace, the data are
further partitioned by message size at an empirically chosen
boundary of 16 KiB. Fig. 3 illustrates the rationale for this

partition. Below 16 KiB, most algorithm curves are relatively
flat or exhibit local fluctuations, as latency is dominated by
startup and software overhead. Above this boundary, the curves
increase smoothly with message size, indicating bandwidth-
and data-movement-dominated behavior. Because a single
model has difficulty capturing both regimes, we fit both an
RF and an MLP for each region and retain the model with
the lower validation error. Both models take as input the
base-2 logarithms of p, ¢, and m, together with a one-hot
encoding of the algorithm, and predict the logarithm of the
latency. The data are split 70/10/20 into training, validation,
and test sets, with all algorithms measured at the same runtime
configuration x assigned to the same set to prevent information
leakage across sets. The RF consists of 200 trees whose
maximum depth is selected on the validation set, and the
MLP has two ReLU hidden layers with 128 and 64 units,
respectively. Prediction error is measured using the mean
absolute percentage error (MAPE),
100

MAPE(f,) = == Y.

| g| (z,a,T)ED,

fg(x, a) —T(z,a)
T(x,a) ’

(D

which captures the relative difference between the predicted
latency Ty(z,a) and the measured latency T'(x,a) over a
dataset D, of modeling region g, namely its validation set
for model selection and its test set in Table II. The per-region
selection is justified empirically: as Table II shows, no single
family wins everywhere. MLP is more accurate for both large-
message regions, whereas RF is more accurate for both small-
message regions, where the fluctuating latency profiles favor
its piecewise structure.

d) Composing the final selector: Each submodel is com-
piled into its own CSEL subtree covering only its subspace
and valid algorithms. We assemble the final selector by placing
these subtrees beneath restriction-checking nodes: at runtime,
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Fig. 3. Representative message-size performance for 1024 processes at PPN
= 32. The dashed line marks the empirical 16 KiB boundary used for model
fitting.

TABLE 11
TEST-SET MAPE OF THE REGION-SPECIFIC RUNTIME MODELS BY NODE
COUNT AND MESSAGE SIZE. BOLD MARKS THE BETTER OF RF AND MLP.
THE MODEL SELECTED ON THE VALIDATION SET (LAST COLUMN)
MATCHES THE BETTER PERFORMER IN ALL FOUR REGIONS.

Region RF (%) MLP (%) Selected
Single / small 4.65 7.85 RF
Single / large 28.46 7.32 MLP
Multinode / small ~ 4.34 6.69 RF
Multinode / large  16.75 4.90 MLP

the tree first tests the communicator context to identify the
subspace, then descends into the corresponding subtree. Con-
sequently, a configuration is served only by the submodel
trained on its subspace, and no algorithm can be selected
outside its valid domain.

D. Staged Tuning for Compositional Algorithms

The restriction-aware pipeline above assumes each mea-
surement reflects a fixed algorithm. This does not hold for
smp, whose internal Broadcasts re-enter Broadcast CSEL: its
measured performance depends on the very policy being tuned.
We break this circular dependency by tuning in stages.

a) Stage 1: non-compositional tuning: The initial dataset
excludes smp and contains only the non-compositional al-
gorithms and nb. Although nb is compositional, it invokes
Ibcast rather than Broadcast, and the Ibcast policy is held
fixed throughout. Its measurements therefore carry no circular
dependency and belong in this stage. Applying the restriction-
aware pipeline of Section III-C to this dataset yields the inter-
mediate policy C;. Because smp is absent from the candidate
set, C; cannot select smp for an internal Broadcast, which
would otherwise create an unbounded recursive selection path.

b) Stage 2: compositional tuning: We install C; as the
Broadcast policy and benchmark smp, now allowing its inter-
nal sub-collectives to resolve through CSEL (that is, through
Cy). Each smp measurement therefore reflects a fixed, known
internal selection rather than an untuned default, and the
circular dependency is resolved for the duration of the stage.
We validate these measurements with the same counter-based

path checks and add the valid ones to the Stage-1 data,
forming the integrated dataset. Re-applying the restriction-
aware pipeline to this larger dataset, now including smp in
the hierarchical subspace, yields the final policy Cp.

¢) Convergence: Cr may select different internal Broad-
casts than C; did during Stage 2, so the smp measurements are,
in principle, tied to the intermediate policy under which they
were collected. We therefore evaluate Cr in a separate end-to-
end run (Section V) to confirm that its deployed performance
is satisfactory. If it were not, the procedure could iterate,
installing Cr as the new internal policy, re-measuring smp,
and regenerating the policy, until the selected algorithms
stop changing between rounds. One iteration proved sufficient
in our experiments, likely because only one compositional
algorithm has a circular dependency. More iterations may be
necessary when several such algorithms are present.

IV. EXPERIMENTAL SETUP
A. Experimental Platform

We conducted experiments on Polaris, an HPE Apollo
6500 Genl0+ system at the Argonne Leadership Computing
Facility. Each compute node is equipped with one 2.8 GHz
AMD EPYC 7543P processor containing 32 physical cores
and 512GiB of DDR4 memory. The compute nodes are
connected through the HPE Slingshot 11 interconnect. Each
node has two 200 Gbps Cassini network interfaces, providing
an aggregate injection bandwidth of 400 Gbps.

B. Benchmarking Configuration Space

The data used to train the performance models cover the
following configurations, in terms of the number of processes
per node (PPN) and the total process count p:

e Process configurations: We cover five PPN values
(1,4,8,16, and 32) and six node counts (1,2,4,8, 16,
and 32 while PPN=1 starts at two nodes), yielding
configurations with up to 1,024 processes.

o Message sizes: 49 sizes from 2 B to 32 MiB, comprising
every power of two and one intermediate size between
each adjacent pair (2, 3,4,6,8,12,... bytes).

o Root and placement: rank 0 is the Broadcast root. Nodes
are allocated with the PBS place=scatter policy, and
processes are evenly distributed across them and bound
to distinct physical cores.

The PPN=1 configurations cover the node-root Broadcasts
invoked by compositional algorithms. The remaining configu-
rations cover both single-node and multinode executions used
to fit the regional performance models.

C. Evaluation Configuration

The end-to-end evaluation uses a smaller regular grid that
is distinct from the benchmarking space. It contains 21 power-
of-two message sizes from 32 B to 32 MiB and 12 process
configurations formed by 4, 8, 16, and 32 nodes at PPN values
of 8, 16, and 32 (from p = 32 to p = 1024), for a total
of 252 configurations (p, ¢, m). The Broadcast root and node
placement are the same as in the benchmarking runs.



D. Baselines

We compare the final CSEL policy Cr against two baselines.
a) MPICH default auto:  The first baseline
is the unmodified automatic = Broadcast  policy
distributed with the evaluated MPICH build. We set
MPIR_CVAR_BCAST_INTRA_ALGORITHM to auto and
do not load a user-providled CSEL JSON file. MPICH
therefore traverses its built-in default CSEL rules to select
the Broadcast algorithm for each runtime configuration [3].
b) ACCLAiM-generated CSEL: The second baseline is
a CSEL policy produced by ACCLAIM [15]. We run the
ACCLAIM Broadcast tuning workflow on Polaris and load
its generated static CSEL JSON file through MPICH’s CSEL
interface. In the end-to-end results, ACCLAIM denotes collec-
tive execution under this generated policy.

E. Measurement Methodology

Each timed iteration starts with an MPI_Barrier, times
one MPI_Bcast on every rank, and records the maximum
time across ranks. For the training data, each combination
of algorithm, process configuration, and message size runs as
many warm-up iterations as measured iterations. The number
of measured iterations ranges from 20 to 250, with fewer
iterations at larger scales, and the median over the measured
iterations serves as the training target data. In the end-to-end
comparison, each point runs 100 iterations, and we report the
median of the second half, treating the first half as warm-up.

All three policies use the same MPICH build, benchmark
executable, process placement, and message-size sequence,
and run sequentially within the same PBS allocation on the
same nodes, so only the active CSEL rules differ. No policy
selects algorithms based on the root, so using rank O as the
root affects the three policies equally. Because MPI timings
can vary between separate executions even under identical set-
tings [28], [29], we repeat several small-message comparisons
with 100,000 iterations in five separate jobs (Table V).

V. RESULTS
A. Algorithm Performance Data

We first examine representative benchmark measurements
to identify recurring performance patterns among commonly
used MPI_Bcast algorithms. These results also demonstrate
why practical autotuning must account for not only the relative
performance of candidate algorithms, but also their applicabil-
ity restrictions and execution-path dependencies.

Fig. 4 compares three algorithms at p = PPN = 32,
where release—gather is applicable. release—gather
outperforms the other algorithms for all tested message
sizes below 32 MiB, followed by binomial, while
scatter-ring-allgather performs worst, particularly
for small messages. This result shows that restricted algorithms
can provide valuable performance opportunities when their
restriction is satisfied and therefore should not be excluded
merely to simplify benchmarking.

Fig. 5 shows that binomial consistently outperforms
scatter-ring-allgather until the message becomes
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Fig. 4. Selected single-node MPI_Bcast algorithm performance at p = 32
and PPN = 32. Ring denotes scatter-ring-allgather.

sufficiently large for the latter to become competitive. How-
ever, this crossover point shifts toward larger message sizes
as the process count increases. Thus, the preferred algorithm
depends jointly on message size and process count rather than
on a fixed message-size threshold.

Fig. 6 compares three direct algorithms as the process
count increases from 256 to 1024. binomial generally
achieves the lowest latency for small and medium messages,
while scatter-recursive-doubling-allgather
incurs higher latency and scatter-ring-allgather
becomes competitive only for sufficiently large messages.
The gaps and crossover points again shift with process count.

B. Effect of the Intermediate CSEL on smp

A central claim of this work is that compositional algorithms
must be benchmarked under a tuned internal selection policy.
Because the internal Broadcasts of smp are resolved through
the installed CSEL policy, the same top-level algorithm can
perform differently depending on which internal algorithms
are selected. If this effect is significant, measurements of smp
collected under the untuned default policy would misrepresent
its achievable performance and mislead the final model, mak-
ing the staged approach necessary. This subsection quantifies
the effect directly.

To isolate this effect, we fix the top-level algorithm to smp
and vary only the policy that selects its internal Broadcast
algorithms, comparing the MPICH default CSEL with Cj.
Both configurations are evaluated at PPN=32 with process
counts from 32 to 1024, using the same 49 message sizes
from 2 bytes to 32 MiB at each process count. Because the
top-level algorithm, process configuration, and message sizes
are identical, any performance difference between the two runs
can be attributed to the internal algorithm selection. We define
the speedup as

Tsmp (.’b, Cdefault)
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Fig. 6. Binomial, ring, and scatter-recursive-doubling-allgather (scatter-RD) Broadcast latency at PPN = 32 for p € {256, 512,1024}. All panels share the

same logarithmic latency axis.

where Sgmp(x) > 1 indicates that the intermediate policy is
faster at configuration z.

As shown in Fig. 7, smp under Cj is faster for 43 of the
49 message sizes at p = 1024 and PPN=32. Across tested
configurations, the largest speedup is 2.28x, with message
size m = 768 KiB, p = 1024 and PPN=32.

These results support the need for initial and iterative
benchmarking. The performance of smp depends on its inter-
nal CSEL decisions. It should therefore be measured during
iterative benchmarking, after its internal selection environment
has been fixed.

C. End-to-End Performance of the Final CSEL

We compare the final CSEL policy Cr with MPICH de-
fault auto and ACCLAIM using separate end-to-end MPI
executions. A runtime configuration is retained only when all
three policies pass the communication-correctness checks and
produce complete timing and algorithm-trace records.

The comparison covers 12 process configurations and 21
message sizes, resulting in 252 paired evaluation points.
Unlike the offline model evaluation, these experiments mea-
sure the complete deployed execution path, including CSEL

MPI_Bcast smp: MPICH Default Auto vs Intermediate CSEL (p=1024, PPN=32
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Fig. 7. smp latency under the default internal policy and C; for p = 1024
and PPN=32.

traversal, top-level algorithm selection, the internal recursive
Broadcast selections made by compositional algorithms such
as smp, and the complete collective execution.

For a baseline policy B, we define the end-to-end speedup
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runs.

of the final policy as

Tp(z)
TCF (.’E) ,

where x = (p,q,m) denotes the runtime configuration. A
value greater than one indicates that Cp is faster than the
baseline, whereas a value below one indicates a regression.
Compared to MPICH default auto, Cr is faster at 225 of
the 252 configurations (89.3%) and achieves a geometric-mean
speedup of 1.81x. Results are mixed from 32-128 B, with
the minimum speedup of 0.80x at PPN=16, 64 ranks, and
128 B. All 12 configurations improve at 256 B and from
2 KiB through 8 MiB, and only one configuration regresses at
each of 512 B and 1 KiB. The largest improvement is 30.71 x
at PPN=32, 1024 ranks, and 1 MiB. Gains diminish at 16—
32 MiB, where several configurations approach parity (Fig. 8).
Relative to ACCLAIM, Cp is faster at 207 of the 252 points
(82.1%) and achieves a geometric-mean speedup of 1.33Xx.
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Fig. 9. Speedup of the final CSEL policy over ACCLAIM,
sourced as in Fig. 8.

computed and

TABLE III
BENCHMARKED, PREDICTED, AND DEPLOYED EVALUATION LATENCIES
(ms) FOR THE SUCCESSFUL 1 MiB CASE AT PPN=32 AND p = 1024.

Algorithm Benchmark Prediction Evaluation
smp 1.37 1.36 1.48
binomial 3.19 3.30 3.33
scatter-ring-allgather 47.43 43.90 45.47

Results are configuration-dependent below 8 KiB, reaching a
minimum of 0.80x at PPN=16, 256 ranks, and 1 KiB. Every
tested configuration from 8 KiB through 32 MiB favors Cp.
The maximum speedup is 2.76x at PPN=8, 64 ranks, and
16 KiB (Fig. 9).

To connect these aggregate patterns to concrete deployed
selections, we analyze two configurations that represent the
contrasting outcomes in the heatmaps: a large-message case
in which Cr outperforms both baselines and a small-message
case in which it underperforms both.

a) Representative outperformance case: At PPN=32,
1024 ranks, and a 1 MiB message, the three policies select



TABLE IV
BENCHMARKED, PREDICTED, AND DEPLOYED EVALUATION LATENCIES
(us) FOR THE 32 B REGRESSION AT PPN=8 AND p = 32. THE TWO
BINOMIAL EVALUATION VALUES CORRESPOND TO MPICH DEFAULT AUTO
AND ACCLAIM, RESPECTIVELY.

Algorithm  Benchmark Prediction  Evaluation
nb 58.83 59.25 68.42
binomial 59.51 60.29 56.65/56.60

different top-level algorithms. The final policy selects smp,
MPICH default auto selects scatter-ring-allgather,
and ACCLAIM selects binomial. MPICH default
auto  follows hand-written heuristics that assume
scatter-ring-allgather suits large messages.
ACCLAIM does not perform staged training, so smp is
misrepresented in its dataset and is not selected. The resulting
speedups are 30.71x over MPICH default auto and 2.25x
over ACCLAIM. Table III reports the benchmarked, predicted,
and deployed evaluation latencies from our model. The model
preserved the benchmarked ordering, and deployment
remained consistent with it. This stable ordering confirms
that the selection of smp was not an algorithm-trace artifact.

This case also demonstrates the benefit of staged bench-
marking. Fixing the node-local and node-root Broadcast se-
lections with intermediate CSEL policy C; made the complete
smp path a validated, competitive algorithm candidate and
revealed a performance opportunity missed by both baselines.

b) Representative underperformance case: At PPN = §,
p = 32, and m = 32 B, the final policy selects nb, whereas
both MPICH default auto and ACCLAIM select binomial.
The second-half median latencies are 68.42 us for the final
policy, 56.65 us for MPICH default auto, and 56.60 us for
ACCLAIM. These results correspond to speedups of 0.83x
and 0.83x over MPICH default auto and ACCLAiM, respec-
tively, making this a representative small-message regression
in the evaluation results.

To diagnose this regression, Table IV compares the bench-
marked, predicted, and deployed evaluation latencies of the
selected algorithms. In the benchmark data, nb outperforms
binomial by only 1.1%. Similarly, the multinode-small
RF model predicts only a 1.7% advantage for nb. During
deployment, however, the ordering reverses: the final policy
using nb is about 21% slower than both baseline policies using
binomial.

Because MPICH default auto and ACCLAIM select the
same top-level binomial algorithm and achieve nearly iden-
tical latencies, the regression is associated with the final
policy’s selection of nb. Its small advantage in the benchmark
data and model prediction does not persist during deployment.

To determine whether this reversal represents a broader risk,
Table V reports five repeated measurements for several small-
message configurations.

At PPN = 32, p = 128, and m = 32 B, the measured
speedup over MPICH ranges from 0.94x to 1.37x, while that
over ACCLAIM ranges from 0.74x to 1.54x. Similarly, at

TABLE V
SPEEDUP OF THE FINAL CSEL POLICY OVER MPICH DEFAULT AUTO AND
ACCLAIM IN FIVE REPEATED 100,000-ITERATION RUNS.

Baseline Set1 Set2 Set3 Set4 Set5

PPN=32, p = 128, m = 32 B
MPICH 1.02 122 094 137 1.14
ACCLAIM 0.83 1.15 074 154 1.16

PPN=16, p = 64, m = 128 B
MPICH 1.51 138 140 0.77 0.80
ACCLAIM 131 150 098 0.75 1.09

PPN=8, p = 32, m = 256 B
MPICH 147 128 141 137 122
ACCLAIM 1.38 134 148 132 1.13

PPN=32, p = 128, m = 4 KiB
MPICH .12 1.27 129 126 1.12
ACCLAIM 1.06 138 1.15 147 128

PPN = 16, p = 64, and m = 128 B, the measured ordering
alternates between speedup and slowdown. In contrast, the
final policy remains faster across all five result sets for the
256 B and 4 KiB configurations, where its speedups over both
MPICH and ACCLAIM remain above 1x. These results show
that small-message performance is not universally unstable,
and run-to-run variation can reverse the measured ordering
when competing policies have similar latency. The 32 B
nb regression therefore illustrates the risk of selecting an
algorithm based on a small predicted advantage in the small-
message scenario, where performance differences observed
during benchmarking and modeling may not persist at runtime.
This case indicates that direct minimum-latency selection
may be insufficiently robust when the predicted performance
separation is small. A more robust policy could require a
candidate to outperform the MPICH default algorithm by a
prediction margin before replacing it. For example, a candidate
anew could replace the default algorithm agefayiy only when

T(I7 anew) < (1 - 5)T(‘T; adefault)7 (4)
where § > 0 is a validation-selected margin.

Such a guard would retain the default algorithm for small
predicted gaps while preserving selections with a large pre-
dicted advantage, such as the successful 1 MiB case. The
margin must be selected using validation data and evaluated
in new MPI jobs to avoid tuning and reporting on the same
measurements. We therefore defer a sensitivity study of J to
future work.

Together, these cases show both sides of learned collective
selection. When the training-time performance separation is
large and remains stable, the staged inclusion of smp exposes
substantial performance gains missed by the baseline policies.
When the predicted separation is small, variation between the
training and deployment profiles can reverse the algorithm
ordering and cause a local regression.

The end-to-end results therefore support the central moti-
vation for dependency-aware staged benchmarking: composi-
tional algorithms such as smp can provide large gains, but they
must first be measured under a controlled internal selection
policy. At the same time, the small-message case shows that



the final policy, which selects the algorithm with the minimum
predicted latency, should be augmented with a margin-based
guard as in (4) when predicted differences are small.

VI. DISCUSSION, LIMITATIONS, AND FUTURE WORK

a) Dependency-aware and region-specific tuning: Our
results show that MPI collective algorithms are not always
independent. Some algorithms call other collective paths in-
ternally. Their performance therefore depends on the inter-
nal selection policy. The proposed workflow of initial and
iterative benchmarking first fixes these internal dependencies
and then measures the complete top-level execution. In this
way, algorithm restrictions and recursive dependencies are
included explicitly in benchmarking, model fitting, and CSEL
generation.

The experiments also show that one global model may not
represent all performance patterns in the runtime space. We
therefore select models separately for single-node and multin-
ode configurations, and for small and large messages. These
regional models form the final model and its CSEL policy Cp.
The current prototype uses a fixed empirical 16 KiB boundary.
Future work can determine the number of regions and their
boundaries automatically through change-point detection or
validation-based partitioning.

b) Robust and consistent deployment: Prediction errors
in a learned policy may cause local suboptimal selections.
Future work can introduce a prediction margin. A new al-
gorithm would replace the MPICH default choice only when
its predicted advantage is large enough. Otherwise, the default
policy would be retained. The margin and other safety rules
should be selected using validation data. They should then be
evaluated using new MPI jobs to avoid tuning on the test set.

In addition, the smp measurements from iterative bench-
marking are collected under the intermediate CSEL policy
Cy, while final deployment uses the newly generated Cr, and
the two policies may make different internal Broadcast selec-
tions. Consequently, our final performance conclusions rely on
paired end-to-end experiments after C is installed rather than
on offline model error alone. This work does not explicitly
solve for a stable policy between the two CSEL rules. Future
work can repeat benchmarking, model refitting, and CSEL
generation until the selected algorithms stop changing between
consecutive rounds. Another option is to keep the recursive
subtrees generated by initial benchmarking in the final CSEL
policy and update only the top-level selection rules.

¢) Reducing benchmarking cost and automation: The
current method measures every candidate algorithm across
process counts, PPN values, and message sizes. On Polaris,
benchmarking all configurations up to 32 nodes took approx-
imately 108 node-hours (97 for initial and 11 for iterative
benchmarking), whereas ACCLAiM’s active-learning work-
flow converged after 500.8 s on a 32-node allocation (4.45
node-hours). The cost grows with the size of the search space
and with the number of compositional algorithms, which may
require additional benchmarking stages. Future work can com-
bine the staged methodology with active learning, prioritizing

runtime conditions with high model uncertainty or similar
predicted performance among candidate algorithms. Adaptive
message-size sampling and early stopping may further reduce
the required node hours.

The current algorithm restrictions and recursive dependen-
cies are identified mainly through MPICH documentation,
source-code inspection, and execution counters. Future work
can use static analysis to extract CVAR conditions, communi-
cator requirements, and internal collective calls automatically.
This information can be used to build a dependency graph and
generate the initial and iterative benchmarking procedures, sets
of candidate algorithms, and fallback branches.

d) Generality and portability: The current experiments
evaluate MPI Broadcast on one platform and keep the param-
eters of tree and pipelined-tree fixed. Future work
can add tree type, branching factor, chunk size, and other
parameters to the algorithm search space. The same workflow
can also be extended to Reduce, Gather, Allreduce, Allgather,
and other collective operations.

Different platforms may have different algorithm crossover
points. The models must therefore be retrained or calibrated
for each target platform. Selection models pre-trained across
multiple systems, such as PML-MPI [30], transfer learning,
a small number of measurements on the target system, and
controlled lightweight runtime feedback may reduce cross-
platform tuning cost while preserving the low runtime over-
head of static CSEL rules.
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